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Abstract—A significant fraction of the operational expenditures
incurred by cloud service providers relates to their networking
(Internet access) and electricity consumption. Both depend on
the peak-demand over the billing interval. In the future, cloud
services providers may in turn recoup these costs from their
long-term customers through peak-based pricing. We explore two
different methods for the cloud provider to recoup this charge:
(i) equal allocation and (ii) proportional to usage allocation.
Furthermore, we consider multiple strategic tenants whose active
demand response to cloud price settings jointly depends on job
responsiveness (modeled as queueing delay of admitted jobs)
and lost/shed workload (due to excessive delay). Under certain
conditions, we prove existence and uniqueness of Nash equilibria
for regimes (i) and (ii). Due to nonconvexity in the utility (or
cost) functions, existence statements require leveraging poten-
tiality arguments while uniqueness statements rely on imposing
further convexity requirements. The resulting Nash equilibrium
is parametrized by the price per unit demand, which may be
strategically set by the cloud to maximize its revenue subject
to tenants reaching a Nash equilibrium. We model the resulting
interactions as a Stackelberg game between the cloud and a set of
tenants. A relatively general existence statement is provided for
the Stackelberg equilibrium under regime (i). For a special case of
regime (ii), the unique Stackelberg equilibrium is characterized.
Finally, we provide a numerical study for such a framework
using real-world peak-based prices from an electric utility and
demands given by Google workload traces.

I. INTRODUCTION

The activity of large data centers represents a significant

fraction of all Internet traffic, and Internet access (network

IO) is a significant part of their operational expenses (op-

ex). Large data centers also spend millions of dollars annually

towards their energy bills that constitute 30-50% of their op-

ex [7], [24], and that make up over 2% of all electricity

consumption. These expenditures are expected to continue to

grow in the foreseeable future [58]. Thus, Demand Response

(DR), whereby a consumer modulates its consumed informa-

tion technology (IT) resources in response to prices or other

signals from the supplier in order to optimize its profit, has

emerged as a topic of interest. DR by customers of cloud

services (cloud tenants) is complicated because workloads

can be modulated via control “knobs” that display far more

diversity and breadth than in other domains. At the same time,

it has also been pointed out that many data centers present

opportunities for more DR. Reasons for this include significant
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flexibility in temporal scheduling offered by many data center

workloads (e.g., data analytics with relaxed deadlines) and

the possibility of moving load across geo-distributed sites

(e.g., when a cloud provider operates multiple data centers),

e.g., [38]. These challenges and opportunities are discussed in

the recent survey [59] on the state-of-the-art in data center DR.

In this work, we employ a simplified and tractable macroscopic

model of a public-cloud ecosystem (not modeling tenant DR

dynamics in detail), which may give insight into resource

planning and pricing design.

A. Related work

An example wherein access to power and network connec-

tivity is explicitly sold by the data center to its tenants is a co-

location center (colo), a type of data center where raw physical
resources such as space, power, and (optionally) IT equipment

can be rented by retail customers. The content distribution

leader Akamai rents space, power, and network connectivity

for its caching clusters from numerous colos worldwide [44],

[45]. A pricing scheme is introduced in [10] for colos to partic-

ipate in Emergency Demand Response (EDR) by incentivizing

tenants’ load reduction. Public cloud computing platforms like

Amazon EC2 [13], Google Compute Engine, and Microsoft

Azure sell virtualized IT resources such as virtual machines

(VMs), virtual private networks (VPNs), etc. The network

access and energy costs incurred by these data centers are

embedded within the prices of these IT abstractions and are,

therefore, recouped from their tenants implicitly.

Many enterprises and businesses are outsourcing increasing

portions of their IT needs to external data centers (including

cloud computing platforms), a trend that is likely to con-

tinue in the foreseeable future [23]. As these tenants become

increasingly invested into such outsourced IT, it appears

reasonable to expect that price-sensitive demand modulation

will become increasingly important for their profitability. As

evidence of such modulation in the present day, the popular

video streaming company Netflix procures a large portion of its

vast computational needs from Amazon’s EC2 cloud, among

others, and employs certain simple forms of VM demand

modulation [37] (in conjunction with data-plane streaming

mounted on Content Delivery Networks (CDNs) including

Akamai).

Dynamic (spot) pricing [9], [33], supply function bidding

[29] (for a colo), and auction-based techniques [55] have

been proposed, where deadline constraints are modeled in the
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latter. In [18], Nash bargaining techniques were employed for

deriving prices. Dynamic pricing has been proposed for geo-

distributed data centers for profit maximization, e.g., [62]. The
presence of multiple strategic cloud providers has brought

forth the need to examine pricing in oligopolistic regimes;

Feng et al. [19] have examined whether equilibria emerge in

such games and what form these equilibria are expected to

take. More recently, in [4], the authors examine a generaliza-

tion that involves multiple tiers and captures the notion of user

equilibria by leveraging the Wardrop equilibrium concept, that

has gained much use in traffic equilibrium modeling (cf., [26]).
A framework is given in [43] for bandwidth reservation by a

cloud without knowledge of tenants’ DR and decentralized

algorithms are proposed with optimality guarantees for social

welfare (not profit maximization).

The concept of the Nash equilibrium has its roots in the

seminal work by Nash [41] and plays a central role in game-

theory e.g., [6]. Our analysis of equilibria relies in part on

a study of the equivalent variational inequality problem [14],

an avenue that has proven powerful in the study of existence

and uniqueness of equilibria arising in convex Nash games

(cf., [15]). Noteworthy in this context are Nash-Cournot mod-

els for modeling strategic interactions in power markets [27],

[39] as well as congestion-based models in communication

networks [2], [3], [8], [61]. Yet almost all of this research in

Nash games requires convexity of player-specific payoffs with

little effort on nonconvex problems and relatively less research

on existence questions in Stackelberg equilibrium problems

(see [28]).

A natural extension to the single cloud regime is to the

setting of multiple strategic clouds, each of whom has a set

of possibly overlapping set of strategic tenants. The resulting

game is often referred to as a multi-leader/multi-follower

game [46], [52]. Existence of equilibria is significantly harder

to show and has been studied under relatively strong conditions

on the lower level follower problems [52] or under milder

conditions that employ a potentiality argument [35].

B. Our problem focus

Whereas some recent work has considered pricing and

DR problems for data centers housing self-interested tenants

that themselves carry out demand modulation, we find that

two key aspects have remained largely unaddressed - one

concerning pricing structures and the other concerning tenant

DR modeling.

• Peak-Demand based Pricing: Most existing work has only

considered time-varying/spot prices for resources, but real-

world pricing often involves a more complex peak-demand

based pricing over a billing cycle, e.g., network charges

based on average, maximum and 95th percentile traffic loads

considered in [1], or peak-power based electricity contracts

described in [12], [20], [36], [42].

A future data center may choose peak-demand based pricing

over real-time spot pricing simply because that is the

pricing framework directly offered by its own utilities, or

because spot pricing may be quite variable which motivates

hedging by agreeing to a peak-demand based contract by a

broker. Presently, colos do directly pass on electricity and

networking charges to their tenants. The present relatively

low cost of energy does not explain why in the past there has

been a lack of pricing incentives to conserve energy [54].

Nevertheless, with the onset of larger energy costs in the

future, one would expect public cloud providers of virtual

machines to harmonize their tenants’ pricing contracts with

their electricity (and network access) costs. Though dynamic

demand-side pricing of electricity has been extensively

studied (e.g., game-theoretic results as surveyed in [50]),

practical pricing frameworks involving a peak penalty and

constant usage charge over a billing period have received

less attention (see, e.g., [42] and the references therein).

• Complexity of Tenant DR: Tenants may modulate the re-

source consumption of their workloads (including their

network IO and, indirectly, their energy consumption) via

a large number of mechanisms with associated impact on

application-specific performance metrics (and eventually

utility/profit). Generally speaking, lower resource (including

network IO) consumption results in lower power consump-

tion at the cost of poorer application performance. However,

significant variety exists for the nature of this trade-off

depending on the nature of the software application as well

as the control knob (see a survey and classification [32]). As

a first-order approximation, a tenant’s demand modulation

may be represented as delaying and/or dropping portions of

its incident demand. Most existing work studying competi-

tion in cloud ecosystems assumes much simpler tenant DR

models (generally only demand shedding or deferral but not

both).

Our Contribution:We consider a future data center defined

by peak-based pricing schemes for network IO and electric

power that in turn charges its tenants using peak-demand

pricing for their IT workloads. We assume that tenants can

effectively monitor/measure and modulate its own demand

(resource consumption). In practice, many tenants may do

so indirectly via modulating their virtualized IT demands,

including network IO. We employ a tenant model of a

workload queue that incorporates both demand deferral and

dropping. In effect, both delay (up to a tolerance) and loss

are considered in this paper for tenant demand response.

Based on these modeling assumptions, we make the following

contributions:

• Strategic tenants: Consider a single and non-strategic cloud

provider and multiple strategic consumers (tenants). We

formulate a Nash game between tenants where a basic

issue is how the peak-demand component (also known as

the “demand charge”) of the cloud provider’s own Internet

access and energy bills may be recouped from the tenants

for a given billing interval. We develop two models for this,

one based on equal attribution of peak-demand charge and

the other based on an attribution proportional to a tenant’s

contribution to the overall coincident peak consumption.

In both regimes, we observe that the resulting Nash game

is characterized by players with possibly nonconvex cost

functions. We show that the Nash game between tenants

has an equilibrium by producing a potential function for
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the game. Additionally, by examining the variational map

associated with the Nash game, uniqueness statements can

be provided under suitable convexity requirements. Finally,

the efficiency of the resulting Nash equilibrium is proven for

a special case in the proportionally shared demand-charge

regime.

• Strategic cloud: We consider a cloud that strategically sets

prices prior to the set of tenants reaching a Nash equilibrium

(parametrized by the cloud’s prices). In the resulting Stack-

elberg equilibrium problem, the leader (cloud) sets prices

cognizant of the subsequent reaction of the set of followers

(tenants). In the equal allocation of demand-charge regime,

we show that a Stackelberg equilibrium exists under mild

assumptions while similar statements are harder to provide

in the proportional allocation regime. Consequently, for

a special case, we provide conditions under which the

Stackelberg equilibrium exists and is indeed unique.

• Numerical evaluation: Employing traces derived from the

“real world”, we observe that the Nash game with multiple

strategic tenants considering a fixed price is characterized

by an interior Nash equilibrium whose efficiency we as-

sess. Moreover, we consider the resulting Stackelberg game

between the cloud (leader) and the tenants (follower) and

observe that an equilibrium can be achieved among tenants

and the cloud, tenants being at their Nash equilibria at every

price adjustment by the cloud.

This paper is organized as follows. In Section II, we

overview our tenant model. In Section III, we present our non-

cooperative game formulations and establish existence and

uniqueness of Nash and Stackelberg equilibria. We give the

results of a numerical evaluation study in Section IV. Finally,

we conclude with a discussion of future work in Section V.

II. MODEL OVERVIEW: SINGLE CONSUMER/TENANT AND

SINGLE CLOUD PROVIDER

Consider a long-lived cloud tenant characterized by an inci-

dent fluid demand process with mean μ and peak π for a single

aggregated IT resource, e.g., power or a common bottleneck

(“dominant”) IT resource such as network bandwidth. We

model the service of the tenant’s workload with delay tolerance

τ as a single stable queue Q with deterministic service rate

r ∈ [μ, π]. Suppose that the workload shedding (loss rate) of

the tenant is approximated by the stationary probability

Φ(r) � P(Q > τr).

As a result, the mean admitted rate (throughput) is reduced

approximately to

μ(1− Φ(r)).

A similar loss approximation is commonly justified via the

arrival theorem (PASTA [60]) but for non-Poisson arrivals. We

can interpret Φ(r) as the “stochastically bounded burstiness”

of the workload [30], [53]. Based on the throughput, we may

then model the consumer’s revenue as

ρTμ(1− Φ(r)),

where ρ denotes the revenue rate per unit workload served

and T represents the length of the billing period. Let p denote

the price imposed by the provider per unit workload served

implying that the customer’s profit function is captured by

(ρ−p)Tμ(1−Φ(r)). Further, assume the peak-demand charge

associated with rate r is g(r), where g is a non-decreasing

function such that g(μ) = 0 (see [12] for instance). The

resulting optimization problem of net cost faced by the tenant

can be stated as follows:

min
r∈R

h(r), (1)

where h(r) � g(r)︸︷︷︸
peak charge

− (ρ− p)Tμ(1− Φ(r))︸ ︷︷ ︸
net usage revenue

.

That is, the tenant’s benefit is captured by ρTμ(1 − Φ(r))
while facing a cost function g(r) + pTμ(1 − Φ(r)). So, the
demand process is parametrized by (ρ, μ, π, τ,Φ) and the

billing framework by (T, p, g). Of course, there are many

variations to this model. In particular, the following results

directly generalize to cases with an additional convex pricing

term or concave benefit/utility term.

Symbol Description
� Length of the billing period.
� Number of long-lived tenants competing.
� Cloud provider charge per unit workload served.
�� Mean admitted workload by Tenant �.
�� Tenant � revenue rate per unit workload served.
	� Tenant � admitted workload.
	 Admitted demand vector {	�}�
��.
	 Total/peak admitted demand ��	�.
�� Tenant � delay tolerance.
�� Backlog of lossless virtual workload queue of Tenant �.
�� Workload dropping probability for Tenant ��

��
�� Tenant � net cost function under equal (peak workload) demand charge.

��
���� Tenant � net cost function under proportional demand charge.

�� Demand charge for Tenant ��

�� Tenant ��usage utility/benefit, �� = �� - ��

TABLE I
NOMENCLATURE.

III. MULTIPLE STRATEGIC TENANTS

We now consider a strategic regime comprising of a set

of N ≥ 2 long-lived tenants/consumers competing in a

noncooperative Nash game. Each tenant is defined by a utility

(net revenue) or net cost function comprised of two terms: (i)

the (net) usage revenue and (ii) the peak charge. The usage

revenue corresponding to the ith tenant is parametrized by

(ρi, μi, πi,Φi) and the consumer-specific dropping probability

is defined as follows in terms of peak demand

ri ∈ Ri � [μi, πi] where 0 ≤ μi < πi.

Throughout this paper, we assume that the peak demand served

by the cloud is approximated by1

r̄ �
N∑
j=1

rj .

1See our previous work [42] for other models of peak-demand different
approaches to (coincident) peak-demand charges.
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This approximation is realistic when, for instance, the tenants

have similar time-of-day behavior, resulting in coincident

peak demand. Additionally, the probability that the tenants’

admitted demand peaks align may increase with the length of

the billing period, again denoted by T .

A. Two models for peak-demand penalties

First, suppose the total peak-demand cost is equally divided

amongst the tenants. For a given pricing scheme (p, g, T ) set
by the cloud provider (based on its networking, energy and

other operating expenses and amortized capital expenses), the

tenants respond by modulating their workload to maximize

their own profit. We assume that tenants are selfish and

consider the resulting Nash game, in which the ith tenant solves
the following mathematical program:

min
ri∈Ri

heqi (ri, r−i), (2)

parametrized by the peak-rate allocations of its competitors

denoted by r−i � (rj)i�=j , where

heqi (r) � gi(r)− (ρi − p)Tμi(1− Φi(ri)),

where here gi(r) = g(r̄)/N . In effect, there is a coupling
across consumers through the coincident-peak cost component

g. Recall that a Nash equilibrium is defined as a tuple r∗ =
{r∗i }Ni=1 such that

r∗i solves (2) with r−i = r∗−i, for i = 1, . . . , N.

Note that with the above utilities, even if the ith tenant “opts

out” of the game (ri → μi),they still suffer a share of the

aggregate peak-demand cost g.

Rather than an equal-share peak-rate penalty, we now con-

sider a differently weighted peak-demand charge where the ith

consumer minimizes a net cost of the form

hpropi (r) � rig(r̄)− (ρi − p)Tμi(1− Φi(ri)).

That is, tenant i’s share of the total peak-demand penalty is

proportional to its own peak consumption ri. Other frame-

works for “fairly” dividing the peak-demand charge are obvi-

ously possible, see e.g., [42].
These simple forms of peak-penalty distribution facilitate

the following analysis and allow tenants to iteratively max-

imize their net revenue in practice. Each tenant i would be

able to compute its own utility and its utility’s sensitivity to

changes in its play action, specifically ri, given the cloud’s

disclosure of g and the current value of r̄. The next value ri
chosen by tenant i would maximize i’s utility using the prior

r̄−i � r̄− ri. In the next subsection, we analyze the existence

of such equilibria when the ith tenant’s objective is coupled

through a function gi(r) defined as follows for the equal and

proportional allocation models of peak-demand charging:

gi(r) �
{
g(r̄), (Equal)
rig(r̄). (Prop)

(3)

B. Existence of Nash equilibria

Consider the Nash game in which the ith player solves the

following parametrized problem:

min
ri∈Ri

hi(r) � gi(ri, r−i)− vi(ri), (4)

where Ri � [μi, πi], the utility from usage

vi(ri) � (ρi − p)Tμi(1− Φi(ri)),

and gi denotes the metric that captures the increasing cost

associated with peak demand as defined by (3). Let

R �
N∏
i=1

Ri.

We now proceed to show that this game is indeed a potential

game [40], a subclass of games that has attracted significant

interest [21], [22].

Lemma 1: Consider an N−player Nash game in which the

ith player solves the parametrized problem (4), where: hi(r) �
gi(r)−vi(ri) is a continuously differentiable function over an

open set containing Ri, Ri is a compact subset of the non-

negative reals, Ri ⊂ R
+, and vi : Ri → R

+ and gi : Ri →
R

+. Suppose one of the following hold (as (3)):

(a) Equal: For all i, gi(ri, r−i) = g(ri, r−i).
(b) Prop: For all i, gi(ri, r−i) = rig(ri, r−i) such that: if

ri > 0 and hi(r)
∂hi

∂ri
(r) > 0 then2∣∣∣∣∂hi∂ri
(r)

∣∣∣∣ >

∣∣∣∣hi(r)ri

∣∣∣∣ . (5)

Then this game is a potential game.

Proof: (a) Equal: Let

Υ(r) � 1

N
g(r̄)−

N∑
i=1

vi(ri).

For any r ∈ R and ri �= si ∈ Ri, we have that

hi(ri, r−i)− hi(si, r−i) = Υ(ri, r−i)−Υ(si, r−i),

It follows that Υ : R → R is an exact potential function for

the Nash game.

(b) Prop: Define the differentiable function on an open set

containing R:

Υ(r) = g(r̄)−
∑
j

vj(rj)/rj .

We proceed to show that Υ(r) is an ordinal potential function;

i.e., we show that ∂iΥ and ∂ihi have the same sign whenever

∂ihi �= 0 where ∂i � ∂
∂ri

. By direct calculation

∂iΥ(r) = ∂i(hi(r)/ri) =
1

ri

(
1− hi

ri∂ihi(r)

)
∂ihi(r).

Therefore, we need to show 1 > hi/(ri∂ihi) when ∂ihi �= 0.
This is true when hi and ∂ihi have opposite signs, and it’s

equivalent to (5) when they have the same sign.

2Note that the definition of g requires r̄ > 0, and that if hi(r) > 0
∀ri ∈ Ri, then player i responds to r−i with ri = μi ≥ 0 (opts out of the
game). Also note that (5) corresponds to bounding g′(r̄) with (vi(ri)/ri)

′.
For distributions Φi whose derivatives are hard to compute, upper bounds on
1− Φi can be used instead, cf., illustrative examples.
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Proposition 1 (Existence of Nash equilibria): Consider
an N−player Nash game in which the ith player solves

the parametrized problem (4), where hi(r) � gi(r) − vi(ri)
is a continuously differentiable function over an open set

containing Ri where Ri is a compact subset of the positive

reals or Ri ⊂ R
+ and vi : Ri → R

+ and gi : Ri → R
+.

Suppose one of the following hold (as (3)):

(a) Equal: For all i, gi(ri, r−i) = g(ri, r−i).
(b) Prop: For all i, gi(ri, r−i) = rig(ri, r−i) with πi ≤ 1.

Then this game admits a Nash equilibrium.

Proof: (a) Equal: By Weierstrass’ theorem, the potential

function Υ(r) admits a minimizer over R since Υ(r) is a

continuous function and R is a compact set. It follows that the

Nash game admits a pure strategy Nash equilibrium (Lemma

4.3 of [40]).

(b) Prop: Again by invoking Weierstrass’ theorem, we have

that the ordinal potential function Υ(r) admits a minimizer

overR since Υ(r) is a continuous function andR is a compact

set. It follows that the Nash game admits a pure strategy Nash

equilibrium (Lemma 2.1 of [40]).

The resulting Nash game between tenants is characterized

by possibly nonconvex objectives (owing to possibly sigmoidal

Φ) as well as possibly nonsmooth peak demand charge cap-

tured by g(r̄). In addition, the result does not impose any sign

restriction on ρi − p for any tenant i.3 Unlike convex Nash

games [16] which admit tractable and verifiable sufficiency

conditions, such conditions for nonconvex Nash games [47]

are only available for local equilibria. Instead, sufficiency

conditions for global Nash equilibria rely on potentiality

arguments [40] or by showing that the best-response map

admits a fixed-point [6].

C. Uniqueness of Nash equilibrium

Naturally, claiming the uniqueness of a Nash equilibrium

requires introducing further conditions. A classical result was

provided by Rosen [49] and relied on convexity of player

problems and a suitable condition on the Jacobian of the

concatenated gradient maps of each player’s objective. In this

section, we show that under suitable convexity assumptions

but under milder assumptions on the Jacobian of the gradient

map, uniqueness of the equilibrium follows (see [15], [34]). In

particular, we show that in both the equal and the proportional

allocation schemes, the games admit unique equilibria under

suitable conditions including additional concavity assumptions

on Φi as well as a requirement on p.
Assumption 1: Suppose for i = 1, . . . , N , Φi(ri) is a twice

continuously differentiable convex function4 of ri.
We assume the following on gi(r) as prescribed by (3).

Assumption 2:

(i-e) For all i, gi(r) satisfies (3)-(Equal) where g is a strictly

convex and twice continuously differentiable function on

R.

3Note that if ρi < p, then tenant i may attempt to opt out of the game
(taking ri = μi ≥ 0).

4Here, Φi may be taken as a tight convex (and non-increasing) upper bound
on P(Qi > τri) when it is a “sigmoid” function of ri, cf., Figure 1.

(i-p) For all i, gi(r) satisfies (3)-(Prop) where g is a strictly

convex, increasing, and twice continuously differentiable

function on R.

Lemma 2: Suppose Assumptions 1 and either 2 (i-e) or 2
(i-p) hold and p ≤ mini ρi. Then hi(ri, r−i) is convex in ri
for all r−i ∈ R−i.

Proof: We consider the case of equal and proportional

allocation of peak-demand charge for an arbitrary index i ∈
{1, . . . , N}:

1) Equal: The convexity of heqi (r) in ri follows if ρi ≥ p,
Φi(ri) is convex over Ri (Assumption 1 and g is convex

(Assumption 2(i-e)).
(b) Prop: Similarly, hpropi (r) is convex in ri if ρi ≥ p,

Φi(ri) is convex over Ri ( by Assumption 1) and rig(r̄)
is a convex function in ri for any r−i ∈ R−i. But the

latter holds since (rig(r̄))
′′ = rig

′′(r̄)+2g′(r̄) > 0 since
g is a strictly increasing convex function and ri > 0 by

Assumption 2(i-p).

Given the convexity of the tenant problems, r∗ is an

equilibrium to the Nash game if and only if it is a solution to a

variational inequality problem, denoted by VI(R, H), where5

H(r) �

⎛
⎜⎝ h′1(r)

...

h′N (r)

⎞
⎟⎠ , (6)

as formalized by the next result (reproduced from [14,

Prop. 1.4.2]). Note that Heq(r) and Hprop(r) are defined as

(6) when the peak-demand penalty is specified as (3)-(Equal)
and (3)-(Prop), respectively.

Lemma 3: If for i = 1, . . . , N , hi(r) is convex and

continuously differentiable in ri for all r−i and Ri is a closed

and convex set, then r∗ is an equilibrium of the Nash game if

and only if r∗ is a solution of VI(R, H).
Proof: Suppose r∗ ≡ {r∗}Ni=1 denotes an equilibrium

of the Nash game. Consequently, for all i, r∗i minimizes

hi(ri, r
∗
−i) and is a solution to the following parametrized

variational inequality problem:

(ri − r∗i )
Th′i(r

∗
i , r

∗
−i) ≥ 0, ∀ri ∈ Ri. (7)

It follows that r∗ is a solution to VI(R, H). Conversely,

suppose r∗ denotes a solution of VI(R, H). Then we have

(r − r∗)TH(r∗) ≥ 0, ∀r ∈ R. (8)

Let r be given by a tuple whose jth element is r∗j for j �= i
and the ith element is any ri ∈ Ri. It follows that (8) reduces

to (7) for the prescribed i, and r∗ is a Nash equilibrium.

Consequently, it suffices to examine when VI(R, H) admits a

unique solution and requires a closer study of the properties

of the map H(r) for the relevant game. Our proof for the

proportional allocation case is inspired by work on Nash-

Cournot games (See [34]).

Proposition 2 (Uniqueness of Nash equilibria): Consider
a Nash game in which the ith player solves (4), given

5Recall that x is a solution of VI(X,F ) if (y−x)TF (x) ≥ 0, ∀y ∈ X,
where X ⊆ R

n and F : Rn → R
n is a single-valued map [14], [49].

248



r−i ∈ R−i and p ≤ mini ρi. Suppose Assumption 1 and

either Assumption 2 (i-e) or Assumption 2 (i-p) hold. Then

this game admits a unique Nash equilibrium.

Proof: We consider each allocation regime next:

(a) Equal: It suffices to show that the map Heq(r) is a strictly
monotone map over R and VI(R, Heq) is solvable. Recall

that strict monotonicity requires that (Heq(r)−Heq(s))T(r−
s) > 0 for all r, s ∈ R. A sufficiency condition for strict

monotonicity is that

∇Heq(r) = [∂2hj(r)/∂ri∂rj ]i,j

is a positive definite matrix for all r ∈ R (consistent with

[49]), which is easily seen by direct computation:

∇Heq(r) = diag

⎛
⎜⎝ (ρ1 − p)Tμ1Φ

′′
1(r1)

...

(ρN − p)TμNΦ′′N (rN )

⎞
⎟⎠+ g′′(r̄)1,

(9)

where 1 is a matrix with all entries equal to 1. Consequently,
if ρi ≥ p for i = 1, . . . , N , then ∇Heq(r) is a sum of a

nonnegative diagonal matrix and a positive definite matrix.

Consequently, ∇Heq(r) is positive definite for all r ∈ R and

VI(R, Heq) has at most one solution. Furthermore, existence

of an equilibrium is guaranteed by Proposition 1 and the

required uniqueness result follows.

(b) Prop: Since gi(r) = rig(r̄), we may define Hprop(r)
as follows:

Hprop(r) �

⎛
⎜⎝ r1g

′(r̄) + g(r̄) + (ρ1 − p)Tμ1Φ
′(r1)

...

rNg
′(r̄) + g(r̄) + (ρN − p)TμNΦ′(rN )

⎞
⎟⎠ ,

implying that ∇Hprop(r) is given by the following:

∇Hprop(r) = diag

⎛
⎜⎝ (ρ1 − p)Tμ1Φ

′′
1(r1)

...

(ρN − p)TμNΦ′′N (rN )

⎞
⎟⎠

+

⎛
⎜⎜⎜⎝

2g′ + r1g
′′ g′ + r1g

′′ . . . g′ + r1g
′′

g′ + r2g
′′ 2g′ + r2g

′′ . . . g′ + r2g
′′

...
...

...
...

g′ + rNg
′′ g′ + rNg

′′ . . . 2g′ + rNg
′′

⎞
⎟⎟⎟⎠ ,

where g′ � g′(r̄) and g′′ � g′′(r̄). By Assumption 2 (i-p),
we have that g′(r̄) ≥ 0 and g′′(r̄) > 0 for positive r̄ and for

i = 1, . . . , N and Φ′′i (ri) ≥ 0 for all ri ∈ Ri by Assumption 1.

Consequently, ∇Hprop(r) is a sum of a positive diagonal

matrix and a P0 matrix implying that it is a P matrix6. As a

result, VI(R, Hprop) has at most one solution. Since existence

of an equilibrium is guaranteed by Proposition 1, uniqueness

follows.

Note that using the P -property of a map for deriving

uniqueness statements has been employed earlier for Nash-

Cournot [34] and rate allocation [61] games.

Illustrative example: Consider the case where the ith player

6Recall that A is a P (P0) matrix if the principal minors of A are positive
(nonnegative).

minimizes hpropi for i = 1, . . . , N . Suppose Φi and g are affine
functions defined as follows:

Φi(ri) �
πi − ri
πi − μi

and g(r̄) � θ1r̄ + θ2,

where θ1, θ2 > 0, cf., Figure 1. The Nash equilibrium of this

game is a solution to the fixed point problem:

r∗i = min

{
max

{
(πi − μi)

−1κi − θ2
θ1

− r̄∗, 0
}
, πi

}
,

where

κi := μiT (ρi − p), (10)

and an r∗ ∈ int(R) satisfies the following conditions:

r̄∗ �
∑
i

r∗i =

∑
i(πi − μi)

−1κi −Nθ2
(N + 1)θ1

.

Note that interior r∗i are linear in the cloud’s price p through

κi. A complementary illustrative example is given below.

D. Efficiency of Nash equilibria

In this subsection, we comment on the efficiency of the

obtained Nash equilibria with respect to a prescribed “welfare”

functionW (r). Recall that the efficiency of a Nash equilibrium
is defined as the ratio of welfare corresponding to the Nash

equilibrium to that of the welfare-maximizing social optimum.

Amongst the earliest to examine the question of welfare loss

was Harberger [25]. Bounds on efficiency loss were provided

[31] for resource allocation games, while more recent work

[56] examined efficiency loss in Cournot games with convex

“inverse demand” curve (corresponds to g herein). In the

current context, deriving analogous bounds on efficiency loss

does not appear immediate when the welfare function W (r)
is defined as

W (r) � −
N∑
i=1

hi(r), (11)

for either the equal or the proportional peak-demand penalty

cases. However, for a special case of the proportional peak-

demand penalty, we may show that the Nash equilibrium is

indeed 100% efficient. This is captured by the next result.

Proposition 3: If Assumptions 1 and 2(i-p) hold and g is

constant, then r is an interior solution of maxr∈RW (r) for

(11) if and only if r is an equilibrium of the Nash game with

an Proportional peak-demand penalty.

We conclude this subsection by noting that if W is in-

stead chosen as the analog to the Cournot welfare function,

i.e., W (r) � − ∫ r̄

0
g(x)dx +

∑
i vi(ri), then bounds on the

efficiency loss may be directly concluded, see [56]. As part of

future research, we intend to investigate the appropriateness

of this welfare function and the more general question of

efficiency loss.
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E. Stackelberg games with a single cloud and multiple tenant
players in an equal allocation regime

Now consider the Nash game among the tenants (followers)

in which the ith tenant solves the parametrized problem (2)

for i = 1, . . . , N but with the cloud (leader) periodically

(at a slower time-scale) modifying its prices p per unit total

(not peak) demand over the billing period. The equilibria of

the Nash game are given by a solution to VI(R, Heq(·; p)).
Suppose r∗(p) denotes the equilibrium of the follower-level

game given a price p. We begin by proving the single-

valuedness and continuity of r∗(p) in p in the following result.

Lemma 4: Consider the variational inequality problem

VI(R, Heq(·; p)). Suppose Assumption 1 and 2(ii-p) hold

with g being a strongly convex function. Furthermore, suppose

p ≤ mini ρi. Then r∗(p) is a singleton and r∗(p) is a

continuous function of p.
Proof: Since g(r̄) is a strongly convex function, it follows

from (9) that Heq(·; p) is a strongly monotone map in r
for p ≤ mini ρi. Consequently, r∗(p) is a singleton for

p ≤ mini ρi.
Since Heq(r; p) is a strongly monotone map in r for p ≤

mini ρi, from [11, Lemma 3], we have that r∗(p) is Lipschitz
continuous in p for p ≤ mini ρi. The result follows.

Proposition 4 (Existence of Stackelberg equilibrium):
Suppose the Stackelberg equilibrium between the cloud

(leader) and the set of tenants (followers) is denoted by

(p∗, r∗) where p∗ is a minimizer of the following problem:

max

[
g(r̄∗(p)) + pT

N∑
i=1

μi(1− Φi(r
∗
i (p)))

]

subject to p ∈ [0, pmax], (12)

where r∗(p) is a Nash equilibrium of the noncooperative

Nash game between tenants in which the ith tenant solves the

parametrized convex program (2) for i = 1, . . . , N . Suppose

g(r) is a strongly convex function in r and p ≤ mini ρi. Then
a Stackelberg equilibrium exists to this single leader multiple

follower game.

Proof: From Lemma 4, we have that r∗(p) is a single-

valued continuous function of p. It follows from the continuity

of g(·) and Φi(·) in (·) that the cloud’s objective in (12) is

continuous in p. Then by Weierstrass’ theorem, the problem

(12) achieves a maximum at p∗.

Illustrative example - Stackelberg game involving a single
cloud and multiple tenant players in a proportional allocation
regime: In a proportional allocation regime, a more detailed

study of the existence of a Stackelberg equilibrium requires

a deeper understanding of the Lipschitzian properties of the

solution set of the lower-level Nash equilibrium problem.

Unfortunately, since the lower-level variational problem does

not admit suitable monotonicity properties and consequently

such Lipschitzian requirements cannot be shown as easily.

Instead, in this subsection, we consider a setting where the

tenant-level Nash equilibrium lies in the interior, significantly

simplifying the analysis. In this subsection, we derive con-

ditions for both the existence and the uniqueness of the

Stackelberg equilibrium when the ith tenant is subjected to

a proportional peak-demand penalty (3)-(Prop) for a special

case. The following proposition is easily proved directly.

Proposition 5: For a fixed positive price p, consider the

tenant game in which the ith player minimizes hpropi for

all i ∈ {1, . . . , N}. Suppose Φi(ri) and g(r̄) are quadratic

and constant7 functions of ri and r̄, respectively, defined as

follows:

Φi(ri) �
(πi − ri)

2

(πi − μi)2
and g(r) � θ.

Also assume mini ρi > p and 0 < θ < mini 2κi(p)/(πi−μi),
where κi(p) = μiT (ρi − p) defined by (10) is now expressed

as a function of price p. Then the following Nash equilibrium

defined below is unique.

∀i, r∗i (p) = πi − θ(πi − μi)
2

2κi(p)
. (13)

Furthermore, r∗ is an interior Nash equilibrium, i.e., r∗i ∈
(μi, πi) for all i.
Next, we assume that g = θ is a function of price per

unit total demand, p, and is denoted by θ(p). It follows

that the cloud’s revenue, denoted by U(r∗(p); p) where r∗(p)
represents the follower-level equilibrium of the tenants, given

the price p, and is defined as follows:

U(r∗(p); p) � r̄∗(p)θ(p) + pT
∑
i

μi(1− Φi(r
∗
i (p)).

That is, r̄∗(p) and r∗(p) are defined as (13). Then the

cloud’s problem requires choosing a price p that maximizes

U(r∗(p); p) where r∗(p) denotes the equilibrium decisions

by tenants; more specifically for some domain of prices

D ⊂ [0,mini ρi], the cloud provider’s problem is defined as

follows:

max
p∈D

U(r∗(p); p). (14)

By, e.g., choosing

θ = γ/pβ for γ, β > 0,

we ensure that the peak penalty term g = θ decreases with p.
So, if the domain of prices D is compact, then there exists

p∗ ∈ D that maximizes U , and hence there exists a Stackelberg

equilibrium (p∗, r∗(p∗)) given by (13). Furthermore, under

parametric conditions such that U is strictly concave on a

compact D, then the maximizing p∗ ∈ D is unique and there

exists a unique Stackelberg equilibrium, cf., Figure 7.

IV. NUMERICAL STUDY

We present selected, typical results of an extensive numeri-

cal study that illustrate existence and uniqueness of Nash equi-

librium of tenants play actions. We also show the efficiency of

the non-cooperative tenant game with rate-proportional peak-

demand sharing and the performance of the Stackelberg game,

showing the concave utility function of the cloud as a function

of tenants Nash equilibrium. We derive synthetic tenants

demand traces based on “real-world” traces from google, using

7as approximately the case for the Duke tariff [12].
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Fig. 1. Nearly convex empirical loss Φ function and linear bound
between μ and π (for each tenant)

method explained in the Appendix. Our aim herein is to show

that for workloads derived from real world data-sets of cloud

activity, we can obtain interior Nash and Stackelberg equilibria
for the previously formulated games with rate-proportional

sharing of peak-demand cost gi(r) = rig(r̄). For brevity,

presented selected results are for the case of two tenants with

identical and non-identical loads.

A. Experimental Setup

We use the approach explained in the Appendix to gen-

erate synthetic tenant demand using the measured mean and

variance of a trace from a Google data center [17] having

a mixed workload of MapReduce, Webmail and Web search

jobs. The empirically derived loss function Φ is given in

Figure 1. We chose a convex form of peak-demand (kW)

pricing, gr(r) = rig(r̄), consistent with the guidelines [51]:

gi(r; θ) = riθr̄, with θ > 0.

The result of iterative best-response play-actions (ri) and the

corresponding utilities of two different tenants are shown

respectively in Figure 2 and 3. Interior Nash equilibrium is

achieved in just a few iterations. In particular, we also studied

the strategic tenants problem under an exact empirical Φ = L
and the realistic form of g from [12] (concave, approximately

linear), but observed that the optimal rates are trivial boundary

Nash equilibria. We used a decreasing and concave θ(p) (to

lead to concave cloud/leader revenue, unlike that used in in

the previous illustrative example).

θ(p) = γ
√
pmax − p,

where pmax = mini ρi, γ ≈ 6. The tenant parameters ρ =
70 and τ = 1 were also chosen to achieve an interior Nash

equilibrium. Here we consider daily demand admittance and

billing cycle where T = 144, for 62 days. Remember that by

considering the fluid model explained in Section II and τ = 1,
delay up to one time slot within a billing cycle is allowed.

B. Efficiency of differential peak penalty

Again, for two statistically symmetric tenants, 100% effi-

ciency is achieved for the case of equally shared penalties,
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Fig. 2. Iterative best-response play-actions ri for 2
nonidentical tenants at price p = 20 and μ2 = 4μ1 (with
similar initial play-actions showing 95% confidence bars
over 100 trials)
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Fig. 3. Nonidentical tenant utilities under iterative best response
at price p = 20 and μ2 = 4μ1 (with similar initial play-actions)

recall Section III. Figure 4 shows the sum of Nash equilibria

play-actions and those obtained by centrally optimizing the

sum of the tenant utilities (social welfare), the latter being

lower for differential peak penalty. As expected the ri drops

to μi as the cost approaches ρi meaning the tenant opts out

of the game. Note herein we use γ = 50 and ρ = 50 to have

nontrivial play actions for all studied prices. Figure 5 shows

the difference between the centrally optimized social welfare

and that obtained at Nash equilibrium, the latter being lower.

We see that under rate-proportional peak-penalty sharing for

this case, the efficiency of the Nash game between the tenants

is fairly high.

C. Single leader, multiple follower case

In this section, we study the Stackelberg game setting

studied in the previous illustrative example. The two-stage

iteration is illustrated in Figure 6. The cloud provider at start

of each billing cycle t disclose the last billing cycle peak∑
j rj,t−1 to its tenants and the prices (pt, θt). However the

cloud provider adjusts its prices less frequently so it makes

sure tenants are at Nash equilibria. In this study the cloud
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Fig. 4. r∗ for centralized optimization vs. Nash equilibrium r∗ for
symmetric tenants, as functions of price p
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Fig. 5. Optimal social welfare vs. (lower) sum of tenant utilities at Nash
equilibrium.

adjusts prices every 100 billing cycles. In Figure 7, we show

the cloud’s revenue U at tenant Nash equilibrium for different

prices p, i.e., U(p, r∗(p)), where tenants have statistically

identical demand. We see that the interior Stackelberg equi-

librium (maximizing cloud revenue) is at p∗ = $38. This

result shows the interior Stackelberg equilibrium for both

cloud and its tenants and hence the efficacy of the model for

cloud pricing when aware of tenants’ DR. Here if the cloud

is precisely aware of the tenant demand response r∗, then
it can simply set p∗ = min{argmaxp U(p), pmax}. Other-
wise, a better response approach may be prudent, e.g., use
pk = pk−1 + ε(p∗k(r

∗(pk−1)) − pk−1) for a small step size

ε. Another reason to make only small changes in the cloud’s

prices is that there may be a plurality of Nash equilibria and

hence it’s important to “track” an interior Pareto equilibrium

once one is found.

t t+1 

 

 

Admitted demand 

 

 

 

 

cloud 

Tenant i 
time 

Fig. 6. Cloud-tenant game iterations

V. FUTURE WORK

We conclude by noting that in today’s competitive market,

it is natural to have a plurality of cloud providers that

compete over tenants. In this case, multiple strategic cloud

providers (leaders) and multiple tenants (followers) form a
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Fig. 7. cloud revenue at tenant Nash equilibrium for different prices

multi-leader/multi-follower game. Here, leaders operate in-

dependently and set prices without direct interactions with

each other. This allows tenants to respond by shifting the

load from one provider to a cheaper one in addition to or

instead of deferring and shedding their workload. Several

recent studies have investigated this setting. For example,

[5], considered a three layer model to study the interactions

between SaaS/PaaS and cloud provider and cloud provider and

its tenants. In summary, we have introduced a simplified and

tractable macroscopic model of a public-cloud ecosystem. In

future work, we plan to extend the tenants’ DR model, e.g., to
also account for peak-rate adjustments, and the cloud provider

model, e.g., to control the peak pricing function. We also

intend to extend our results to multiple strategic clouds and

further study efficiency bounds as discussed in Section III-D.

APPENDIX: GENERATING SYNTHETIC COMPONENT

TENANTS

In this appendix, we describe how the sub-tenants demands

are generated. First, let x(t) be the raw demand of a cloud

provider, which shows a clear time of the week pattern.The
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time interval of the trace was approximately 9 weeks (with a

sample every 10 minutes), so that there are 9 samples taken

at the same time of the same day of week. For each sample

t during this 9-week period, let δ(t) be the day-of-week and

τ(t) be the time-of-day. We removed the observed weekly

pattern by removing periodic time-of-day and time-of-week

effect x̄(δ(t), τ(t)) from the raw trace x(t). The obtained

residual after detrending is as follows:

r(t) = x(δ(t), τ(t))− x̄(δ(t), τ(t)),

where

x̄(δ(t), τ(t)) =
1

9

∑
s:δ(s)=δ(t)

and τ(s)=τ(t)

x(s).

In Figure 8, we show the autocorrelation function of (mean

zero) residual r, which is approximately white as we subse-

quently assume for simplicity8. Given this assumption, we can

compute the sample variance of the residual r at each time-

of-day,

σ2(δ(t), τ(t)) =
1

9

∑
s:δ(s)=δ(t)

and τ(s)=τ(t)

r(s)2.

Lag
0 50 100 150 200

S
a

m
p

le
 A

u
to

c
o

rr
e

la
ti

o
n

-0.2

0

0.2

0.4

0.6

0.8

1

Fig. 8. Autocorrelation of detrended google demand trace.

By using this model which is based on first and second order

statistics of the raw data, we can model synthetic sub-tenant

data. Therefore, x̄(δ(t), τ(t)) and σ2(δ(t), τ(t)) are broken

down to desired number of tenants by fixed weight matrices A
and D respectively over the whole period of simulation. The

synthetic sub-tenant mean weight A and covariance matrix

weight D is normalized so that their entries
∑

j aj = 1 and∑
i

∑
j dij = 1. This is to achieve synthetic sub-tenants data

such that their aggregate behavior is statistically similar to

the raw data. It is necessary that
∑

j aj = 1 holds to have

the same aggregate mean and for D, considering var(X +
Y ) = var(X)+ cov(X,Y )+ cov(Y,X)+var(Y ), it is desired

8A more complex representation of r could be based on a FIR approxima-
tion of its inverse whitening filter (driven by actual white noise) [48].

that aggregate demand of the synthetic sub-tenant data have

the same variance as the raw tenant data which is satisfied

by
∑

i

∑
j dij = 1 . Consequently, for sample t, we took

the covariance of the sub-tenants to be σ2(δ(t), τ(t))D. So

to generate the tth samples yj(t) of the jth sub-tenant, we

generated i.i.d. Gaussian N(0,1) samples wj(t) and set

y(t) = x̄(δ(t), τ(t))A+ σ(δ(t), τ(t))Bw(t),

where B is a lower triangular matrix of the Cholesky decom-

position ofD.B is used to apply correlation between synthetic

sub-tenant data to present specific cases for our study.
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